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Abstract

Sustained growth in incomes and continuing increases in life spans
are the hallmarks of modern development, and they are intertwined
with causality running in both directions and from other influences.
Fluctuations around trend in the former, or business cycles, are a focal
point in macroeconomics. Equally interesting perturbations in mor-
tality around its long-run trajectory are less widely remarked. In this
paper, I augment a well-known model of intertemporal choice to assess
the welfare implications of cyclical fluctuations in mortality, whether
directly associated with the business cycle or not. Mirroring the classic
result of Lucas (1987) regarding business cycles, my findings suggest
that short-term variance in mortality is not very costly on average.
Improvements in life expectancy and static health inequalities are far
more important.
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To paraphrase and adapt a famous quote by Lucas (1988), once we start
to think about the long-term secular increases in human longevity that have
accompanied modern growth, it is hard to think about anything else. Pe-
riod life expectancy, or the average life span for a representative individual
who lives his or her entire life in a period, has increased at an average an-
nual clip of about 0.2 year per year of time across industrialized countries
since 1955 (White, 2002; Hall and Jones, 2007), before which progress was
often even more rapid. The highest recorded life expectancy, a measure
of best practices, has followed a remarkably linear trend for much longer
(Oeppen and Vaupel, 2002). As with economic growth itself, the underlying
causes of these monumental improvements in well-being remain elusive. Im-
provements in income and nutrition, public health initiatives, and especially
knowledge and technology are all potential contributing factors (Deaton,
2004), but untangling a definitive story is difficult since causality runs in
multiple directions (Bloom and Canning, 2000).

Against this backdrop of seemingly monotonic improvements in life span,
we can also identify transitory but sizeable fluctuations, which may or may
not be associated with business cycles. The two panels in Figure 1 plot the
logarithm of the age and sex-adjusted aggregate mortality rate or period life
expectancy on the same axis with log real GDP per capita. All three series
clearly oscillate around long-run trends.! Especially past 1950, fluctuations
in log mortality appear larger than those in life expectancy because the
former is a simple average of age-specific mortality rates while the latter is
a nonlinear geometric average.

Aside from the ironic simultaneity of the World War I boom and the
Spanish influenza outbreak, it is otherwise difficult to see any connection in
the top panel of Figure 1 between fluctuations in log mortality and in real
income. In part because life expectancy trends upward along with income,
it is easier to see short-run correlation in the lower panel, but not in the
manner we might traditionally expect. As argued recently by Ruhm (2000,
2003, 2004), Tapia Granados (2005) and others, there is a body of evidence
that macroeconomic good times, or business cycle expansions, are bad for
population health. The bottom panel of Figure 1 demonstrates exactly
this kind of inverse relationship in the apparent narrowing and widening
of gap between the two series. The visual evidence should be interpreted

!The time-series properties of these data are the focus of much research. Lee and Carter
(1992) propose a model for log age-specific mortality rates with a unit root. Nelson and
Plosser (1982) are unable to reject a unit root in U.S. national income data. In this paper,
I examine first differences in both and do not have to concern myself with the details of
their statistical properties.



with caution due to the ad hoc nature of the axis scalings, but it remains
provocative.

We can obtain a more complete picture in Table 1, which presents sample
moments and the variance-covariance matrix for changes in life expectancy,
log mortality, and log real GDP per capita since 1900 and also since 1947.
The first column of means reveals that improvements in well-being were
more rapid during the first part of the century, while the second column
of standard deviations reveals that short-term fluctuations, which included
the Great Depression and the influenza pandemic, were also much larger
then. Although the long-term relationship between health and income is
clearly positive in Figure 1, here we see an inversion in annual fluctuations.
A simple univariate regression of log mortality on log real GDP per capita
produces a significant coefficient of about 0.30 in these data. Tapia Granados
(2005) and others typically report coefficients around 0.25, meaning that a
1 percent deviation in real GDP is associated with an increase in the age
and sex-adjusted mortality rate of 0.25 percent.

I began by paraphrasing Lucas; can it be that we have now arrived at
Keynes, but only to turn him on his head, not once but twice? Are we all
alive in the long run but possibly dead in the short run — and during an
upturn, nonetheless?

I have commented elsewhere on the small relative size of this phenomenon,
which we might call procyclical mortality (Edwards, 2005). As we can see in
Table 1, a standard deviation in mortality around trend has been about 1.8
percent since 1947, while a standard deviation in real GDP around its trend
is 2.3 percent. If the elasticity between them is 0.25, then only about 0.6
percentage point, or one third, of the annual variation in mortality can be
associated with business cycles. This may not sound particularly large, but
it is hard to gauge without knowing how important a standard deviation in
mortality is.

In this paper, I estimate the economic cost of cyclical mortality, paral-
leling the classic accounting by Lucas (1987) of the cost of business cycles.
Although the mathematics are different, the finer details of which are ex-
tensive and covered in a companion paper (Edwards, 2007), my results are
qualitatively similar to those of Lucas. The welfare cost of cyclical mortal-
ity, whether tied to business cycles or not, appears to be extremely small
both in an absolute sense and relative to the continuing increases in life ex-
pectancy. This is not to say that we should ignore the plight of vulnerable
groups who may disproportionately bear the cost. Nor should it imply that
increasing life expectancy is necessarily preferable to reducing static health
inequalities, which are costly. My results simply suggest that temporary



fluctuations in mortality, while interesting, are probably not a public health
priority.

1 Conceptualizing uncertainty about mortality

We all know that mortality rates are strictly between zero and one; that is,
there is uncertainty about the timing of death. But how then do we gauge
the cost of fluctuations, or uncertainty, in mortality rates, by which we now
mean uncertainty in uncertain life spans?

One might be tempted to examine a simple representative-agent frame-
work with variance in a single mortality rate covering the whole population.
Lucas (1987) assesses the cost of variance in consumption using such a model
with lognormal consumption. If we modeled mortality in the standard way,
expected utility would be

L1 1

E e ®FMiyc(t)) dt

where m is the population mortality rate, a random variable. Unfortunately,
a mean-preserving spread in m actually raises expected utility at each t in
this model. Since ™™ is convex, Jensen’s Inequality suggests that variance
in mortality is paradoxically a good in this simple framework. This is a
counterintuitive and unrealistic result, and we must turn elsewhere.

Instead of modeling variance in the mortality rate, it is helpful to focus
on life span, around which we can classify two distinct types of uncertainty.
Life-table uncertainty is the inherent spread in life span around the mean
length of life in any static, known life table. Demographers know this un-
certainty either as a non-rectangular survival curve, a positive and finite
Gompertz slope in log mortality, or a bell-shaped life-table death distribu-
tion. I prefer to visualize life-table uncertainty as the lattermost, which
is also the probability density function of life spans. Figure 2 shows this
distribution for the U.S. in 2000. By contrast, temporal uncertainty derives
from short-run volatility, including procyclical mortality and everything else,
around a potentially unknown long-run trend in mortality.? In the next sec-
tion, I reveal a convenient visualization of temporal uncertainty that derives
from mathematical demography.

2Lee and Carter (1992) find that a singular value decomposition of detrended log
age-specific mortality rates reveals both short and long-run uncertainty and propose a
forecasting method based on the first singular value. According to Tuljapurkar, Li and
Boe (2000), it accounts for over 94 percent of the variation in mortality in each G7 country
since 1950.



The key to proceeding is conceptualizing life-table uncertainty and tem-
poral uncertainty in mortality as independent, even through it is technically
impossible to observe them separately. Since about 1960, life-table uncer-
tainty has remained roughly constant in industrialized nations, although
there are large, static differences between low and high-variance countries
(Edwards and Tuljapurkar, 2005). This is not to say that the recorded stan-
dard deviation in life span above age 10, S1g, which Edwards and Tuljapurkar
(2005) show to be a good measure of life-table uncertainty, has actually re-
mained constant in any country during this time. Rather, it fluctuates along
with short-run shocks to mortality. That is basically the point.

If life-table uncertainty and temporal uncertainty are indeed indepen-
dent, then they are simply additive sources of variance.> Once we know how
to price life-table uncertainty, or uncertainty in life span, then we will also
know how to price cyclical mortality. Since we already have a method of
doing the former (Edwards, 2007), what we need is a means of translating
the latter into years of life.

2 Uncertain mortality rates, uncertain life years

The standard technique in modeling time-series or panel mortality data is to
fit the change in the log of mortality rates using linear regression techniques.*
This might take the following form, where m; ¢ is the mortality rate observed
for group i at time t, and AV; is a stationary covariate:

Alogmit = aj+ AV + LY, (1)
AVy = g+ V. (2)

The parameters aj, bj, and g are constants, 1 [N(0,02), and v¢ [
N (0,02). In this model, there are two sources of temporary fluctuations
around the trend in log mortality, which is given by a;j + bjg. Both G} and
bjvt, which we can interpret as the procyclical mortality disturbance when
V¢ is log GDP or unemployment, produce oscillations.

3To be sure, independence is not a prerequisite if the covariance structure were known.
Visually, there appears to be little relationship between fluctuations in life-table uncer-
tainty as measured by Si9 and reported by Edwards and Tuljapurkar (2005) and fluctua-
tions in mortality decline. A simple OLS regression of the change in Sip on the change in
life expectancy, eo, reveals no significant relationship between them (¢-statistic of 0.04).

‘Lee and Carter (1992) model the log of detrended age-specific mortality rates as a
vector of age-specific coefficients applied to a dominant temporal trend term, which is
well modeled as a random walk with drift.



Some variation in bj across groups differentiated by age, sex, and socioe-
conomic status emerges in the literature. But to a first approximation, the
incidence of procyclical mortality is remarkably homogeneous across groups
(Tapia Granados, 2005; Edwards, 2006). As I stated above, the total stan-
dard deviation in the annual percentage decline in mortality in the U.S.
has been 0.018 since 1947, while a standard deviation in GDP growth has
been 0.025. With bj = 0.25, [ 1procyclical mortality accounts for about
bj - oy = 0.00625, or about one third of the annual standard deviation in
mortality decline, while the rest is absorbed by [l

We also know that the log mortality rate for age X at time t is approxi-
mately a linear function of age (Gompertz, 1825):

log Myt = Ot + BiX, (3)

where both O¢ and B¢ may vary over time. Technically, mortality rates are
higher at infancy and in adolescence than implied by equation (3), reflecting
mortality from external causes and other phenomena. Log mortality also
tends to flatten out at advanced ages, where it more closely resembles a
logistic function with an asymptote at zero. But the Gompertz relationship
is a very good approximation over most of the age range.

The key insight stems from the fact that equations (1), (2), and (3) are
all linear in log mortality. If bj = b, [L,X, which is a reasonable simplifica-
tion, then we can import the cyclical mortality disturbance directly into the
Gompertz equation and rewrite it in a convenient way:

logmyt = O¢+ Bt)ij:F_H bvt, - (4)
L (5)

Bt

Equation (4) simply restates that the cyclical disturbance terms shift log
mortality up or down in a period, with the added insight that it behaves
like the Gompertz intercept, Ot. In equation (5), we reinterpret the cyclical
disturbance as an additive translation of the Gompertz schedule in age, X.
This is the key insight that allows us to reimagine shocks to mortality as
shocks to life span.

We can see this connection graphically in Figure 3, which converts shocks
in the log mortality schedule, shown in the upper panel, into shocks in the
distribution of life spans, shown in the bottom. In both panels, actual data
for the U.S. in 2000 is shown by the solid lines, while the sets of dashed
lines depict transitory shocks of the type we are considering. Each of the
three log mortality schedules in the upper panel has the same Gompertz

logmyt = Ot +PBt X+



slope of Bt = 0.087, and for expository purposes, I have set an arbitrarily
large vertical distance between adjacent schedules at [(H bvy = 0.435. A
43.5 percent difference in mortality rates is very large indeed, given that
the average annual rate of mortality decline is about 1 percent. While
unrealistic, this wide of a gap improves legibility.

As shown, the Gompertz slope, Bt, allows us to convert that 0.435 into
a horizontal difference of 5 years on either side of the original schedule in
the upper panel. In effect, we have simply rescaled age. By definition,
this should change only the mean age at death, or the average life span,
and not any higher centered moment like the variance. We see exactly
this dynamic unfold in the bottom panel, where the additive shock to log
mortality appears as a translation in the distribution of life spans. To a
first approximation, cyclical mortality temporarily changes mean life span
while leaving higher moments unaffected, and the conversion factor is the
Gompertz slope.

The final piece of my argument is that normally distributed shocks to the
mean of life span and to life span itself are isomorphic. We can conceptualize
cyclical mortality as simply imparting additional, uncorrelated variance to
the distribution of life spans. In other words, life-table uncertainty and
short-run temporal uncertainty are just additive layerings, and once we know
how to price the former, we can price the latter and the total.

3 The marginal cost of cyclical mortality

As T show in a companion paper (Edwards, 2007), we can assess the cost
of uncertainty in life span by examining expected lifetime utility when life
span, T, is a random variable:
HEP 1
EU = Er u(c(t))e %t dt . (6)
0

Technically, human life span is skew-left and leptokurtic, as shown in Figures
2 and 3. But assuming T [CNI(M, S?) produces an analytically convenient
closed-form solution for the price of S, a standard deviation in adult life
span, in terms of the mean, M, which is a conservative estimate of the
true price under fully realistic mortality. This price is linear in the level of
uncertainty, S, and is given by the simple formula,

0EU/0S

= 3EU/OM % (7)

Ps



where § = 3, the rate of time discounting.

In this paper, I have argued that cyclical mortality is approximately
isomorphic to life-span uncertainty, and that it simply adds temporal uncer-
tainty on top of life-table uncertainty. We can calculate the marginal cost
of cyclical mortality by computing its addition to total life-span uncertainty
and pricing it according to equation (7).

As shown by Edwards and Tuljapurkar (2005), the total uncertainty in
adult life span in the U.S. is roughly steady over time at about S19 = 15, as
measured by the standard deviation in life-table deaths above age 10.° In
low-variance countries like Sweden and Japan, Sig = 13. We can interpret
these 40-year average levels of Sqg as representing life-table uncertainty.

Meanwhile, the component of temporal uncertainty that is cyclical mor-
tality consists of a 1.8 percentage point standard deviation in log mortality
since 1947, with procyclical mortality accounting for perhaps one third of
that.5 Converting total cyclical mortality into an increment to Sig via the
Gompertz slope, Bt = 0.087, produces an additional standard deviation in
life span of 0.018 = 0.087 = 0.21 year. At one third that level, procyclical
mortality might be responsible for 0.07 year in standard deviation.

These numbers are extremely small relative to the life-table uncertainty
in life span, and as a result they produce miniscule marginal costs. The
square root of the sum of life-table Variaﬁje and cyclical variance is total life-
span uncertainty: S = (15)2 + (0.21)2 ? = 15.001. Since AS = 0.001, Ps
is basically unchanged from its level of 0.45 when the discount rate d = 0.03.
The total marginal cost of cyclical mortality is then psAS = 0.00045 mean
life year. For proyclical mortality, the figure is even smaller, 0.0001 life year.

Relative to the annual increase in mean life span, which is around 0.2
year, these numbers are tiny. If we convert to dollars using a rate of $100,000
per life year that is standard in the literature (Tolley, Kenkel and Fabian,
1994), all cyclical mortality together costs about $45 per person, while pro-

STuljapurkar and Edwards (2005) reveal that the Gompertz slope, 3:, and Sio are
closely related. With a steeper log mortality schedule, survivorship becomes more rect-
angularized, and the variance in life spans diminishes. While the Gompertz intercept, o,
has been falling over time as mean life span, M, has risen, 5; and Sip have displayed no
clear time trend in the U.S. since 1960.

SAs T reveal elsewhere (Edwards, 2007), the long-term uncertainty in life span that
derives from the unknown trend in aggregate mortality, or the random walk of Lee and
Carter (1992), is somewhat higher than this. But it is relevant only for cohorts or future
periods, not for current periods which are our focus here. Long-term temporal or forecast
uncertainty is about 1 year in standard deviation for the cohort born in 2000. For synthetic
cohorts in periods far in the future, when all period mortality rates are more uncertain,
forecast uncertainty may be higher.



cyclical mortality costs only $10.

4 Conclusion

The average welfare cost of cyclical mortality seems to be vanishingly small
according to a standard model of intertemporal utility maximization with a
discount rate that is consistent with typical calibrations. This result mirrors
that in the classic exercise of Lucas (1987) regarding the welfare cost of
business cycles. The similarity in results may come as no surprise given how
our analytical approaches share much in common.

Therein surely lies the chief criticism of my findings: I have assumed a
representative agent with preferences over life span dictated solely by the
discount rate, which I have set according to standard practices. I defend my
model of the cost of life-span variance and discuss its limitations at greater
length elsewhere (Edwards, 2007). Here, I discuss aspects that are more
directly relevant for thinking about cyclical mortality.

Lucas (2003) provides an overview of recent developments in the liter-
ature on the cost of business cycles, and many are germane for my topic.
In particular, differential incidence of cyclical mortality is a potentially crit-
ical issue that I have largely assumed away based on the current state of
literature. While this assumption is consistent with some results, it remains
an open question whether some groups are disproportionately more at risk
of poor health and death during fluctuations. Procyclical mortality may
affect workers through job stress, or it may affect the elderly and the young
through air pollution. More work is needed to ascertain who is hurt by
cyclical mortality.

A broader question is whether my model is appropriately capturing hu-
man preferences. We know from financial economics that attitudes toward
risk and time preference are more complicated than standard economic mod-
els suggest. Using financial market data, Alvarez and Jermann (2004) esti-
mate a much higher cost of business cycles than Lucas did, basically because
of the equity risk premium puzzle. While there is evidence that individuals
are risk averse over years of life (Edwards, 2007), there no clear consensus in
health economics about whether people perceive short and long-term risks
to their physical well-being as economists think they should.

Still, T have shown elsewhere that even with strong assumptions about
rationality and preferences, the cost of total uncertainty in life span is quite
high, with a year in standard deviation priced at about half a mean life
year (Edwards, 2007). Such high variance in material well-being should be



costly, and the fact that my simple model confirms that it is suggests that
these results should be taken seriously. Cyclical mortality may simply be too
small relative to life’s greater fluctuations in order to be very costly. This
is not to say that the 1918 influenza pandemic was not catastrophic, just as
Lucas’s results do not deny the cost of the Great Depression. But my results
do suggest that as a society, we should focus on static health inequalities
and overall progress against mortality rather than the vicissitudes.
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Table 1: Sample moments of time-differenced variables

Full sample, 1900-2003

Change in variable, X ! o Ox.eo Ox.m Ox,y

life expectancy, eg 0.2890 1.1963 1.4312

log mortality, m —0.0124 0.0470 —0.0537 0.0022

log real GDP per capita, y 0.0275 0.0654 —0.0308 0.0013 0.0043
1947-2003

Change in variable, X M o Ox.eo Ox.m Ox,y

life expectancy, eg 0.1916 0.2169 0.0470

log mortality, m —0.0107 0.0184 —0.0036 0.0003

log real GDP per capita, y 0.0210 0.0233 —0.0013 0.0002 0.0005

Notes: Data on life expectancy at birth are provided by Human Mortality Database
(2007) starting in 1946 and Bell and Miller (2002) prior to then. Data on age and sex-
adjusted mortality rates are taken from the Historical Statistics of the United States,
series B-167-180, and from the 1997 and 2004 Social Security Trustees Reports. Data
on GDP and population are from the National Income and Product Accounts starting in
1929 and from the Historical Statistics of the United States prior to then. All frequencies

are annual. Data are differenced or logged and differenced.
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Figure 1: Trends in mortality, real income, and life expectancy in the U.S.
since 1900
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Figure 2: The probability distribution of human life span in the U.S. in 2000
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Figure 3: Additive
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and are the average of sex-specific quantities. See the text for details. The upper panel

plots log age-specific mortality rates for 2000 (solid line) separated by additive shocks of

0.435 and —0.435 from two fictitious schedules. The lower panel plots the life-span (life

table deaths) distributions corresponding to all three, where the Gompertz slope in the

upper panel has translated an additive shock to log mortality into an additive translation

of the distribution of life spans.



